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In Particular

who have worked tirelessly over the past

2-3 years, SIMULTANEOUSLY creating, extending, & 

supporting AWG & standard runs, methods, pipelines, 

contributing research results to papers, developing 

infrastructure, curating data & mining Firehose results



Begin



Did you know you can obtain 
comprehensive genomic profiles of  

30 cancer cohorts, across 60K sample 
aliquots, with a single command?



linux%   firehose_get   analyses  latest

~1100 analysis result pkgs in single run (May 2014) 
 988 Nozzle HTML reports 

Each citable in literature via DOIs

Our GDAC distills ~40 TB input data down to 9GB results 
3X orders of magnitude

Did you know you can obtain 
comprehensive genomic profiles of  

30 cancer cohorts, across 60K sample 
aliquots, with a single command?



Why?



Because The Bad Old Days ...

Of solitary, manual experimentation on small sample sets ... 

%  create a folder!

%  download data.from.some.where 

%  run_your_computational_analysis

Then get distracted, forget ...!
Search, run again, ... lose track, search ...!
Repeat ... for 20 more disease types !

GBM, LUNG, AML, ...

Then multiply by 5, 10 ...  researchers at your site



+4357 +5267 +3173 +501 

30x11x181 dimensional file space  
!

>60K sample aliquots today 
!

2011-2012:  ~24K new in a single year 
!

Nothing like this had ever been attempted

+1830 +1665 +2021 +4181 +1142 

Don’t Scale to TCGA GDAC Firehose data stream



http://massgenomics.org/2012/01/cancer-genome-and-exome-sequencing-in-2011.html

Context :  2-3 orders magnitude shift
Exome Sequencing Studies of Cancer in 2011Exome Sequencing Studies of Cancer in 2011

http://massgenomics.org/2012/01/cancer-genome-and-exome-sequencing-in-2011.html


Acute Need for Automation, Systematic 
Rigor, and Transparency

Data Factory

X

6000
Drilling into big cancer-genome data, Nature Methods 10, 293–297 (2013)



But as clear, simple, accessible as possible

This is Your!
 Researcher !

Brain
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But as clear, simple, accessible as possible

This is Your!
 Researcher !

Brain

When Coding!
Or Data!

Exploration!
Is Hard

Computing
MathBiology

When !
  Easier

Biology

Math

Computing

Easy stuff should stay easy, so hard stuff becomes possible



So Our GDAC Firehose Generates

Version-stamped, standardized datasets1

2  Version-stamped package of standard analyses results

Version-stamped, biologist-friendly reports3

• Precursor to automated analyses: aggregates all available sample batches 
• Into a single, uniformly-formatted bolus (one per disease X datatype), which can be 
• Immediately fed to algorithmic codes without further data preparation 
•  Monthly

•  Automatically generated for dozens of algorithms:  GISTIC, MutSig, Clustering, Correlation, … 
•  Quarterly 

•  Encapsulating analysis results in a form accessible to a wide audience 
•  Online for public browsing 
•  Citable in the literature through DOIs



So Our GDAC Firehose Generates

Version-stamped, standardized datasets1

2  Version-stamped package of standard analyses results

Version-stamped, biologist-friendly reports3

• Precursor to automated analyses: aggregates all available sample batches 
• Into a single, uniformly-formatted bolus (one per disease X datatype), which can be 
• Immediately fed to algorithmic codes without further data preparation 
•  Monthly

•  Automatically generated for dozens of algorithms:  GISTIC, MutSig, Clustering, Correlation, … 
•  Quarterly 

•  Encapsulating analysis results in a form accessible to a wide audience 
•  Online for public browsing 
•  Citable in the literature through DOIs

Rigorous 
Data Science 

!
!

Credible Biology



And More Recently …

Custom runs tailored to TCGA AWGs4

Currency:    pipelines can be run on the latest snapshot of data from DCC,   
	 	       avoiding the time & sample lag of monthly runs 
Flexibility:   easily include AWG-curated disease subtypes, even custom analyses 
Speed:        usually executed in only a few days time  
Familiarity:  using same internal Firehose machinery, external-facing dashboards,  
	 	       Nozzle, firehose_get etc known to community

39 AWG runs performed in 2013

Plus 23 standard data & analyses runs


>5 runs per month in 2013



Results Couched in biologist-friendly online reports



Organized like a paper 

• Overview   (“Abstract”)

• Results      (with download link)

• Methods

• References



Directly Citable in The Literature

~ 1,000 reports generated per analysis run, thousands of pages of results  
First of its kind at Broad Institute:  nothing at this scale, anywhere?

Digital Object Identifiers (DOIs)



With Dead Simple Bulk Retrieval

Simple 20K bash script, just 1 moving part 

firehose_get



Or, if you prefer  
interactive browsing



Or, if you prefer  
interactive browsing

gdac.broadinstitute.org

Starting 
Point 

For Most 
GDAC 

Questions 
!

Open-Source 
Look/Feel 

!
FAQ 

Release Notes 
!

Searchable 
Mail Archive



Analyses?



Crown Jewels !
GISTIC & MutSig!

(CopyNumber & Mutation significance)

Clusterings for Most Datatypes!
mRNA, miR, *-Seq, RPPA!

CopyNumber, Methylation (27 & 450)



Pathway!
Paradigm (Stuart et al, UCSC)!
HotNet (Raphael et al, Brown)

Correlations : 19 currently available

vs clusters, 
vs clinical (most important)

datatype vs. datatype



Pathway!
Paradigm (Stuart et al, UCSC)!
HotNet (Raphael et al, Brown)

Correlations : 19 currently available

even custom data ...

vs clusters, 
vs clinical (most important)

datatype vs. datatype



Impact



Established Traction as Nexus Resource

•  Across dozens of centers & portals

•  Research / Academic / Commercial

•  International scope  

Interactive Use
firehose_get downloads

Total 640K pages 860K hits 1.8 TB traffic

July 2013                                             >"2"""TB"traffic  

May 2013

April 2014                                             ~"6"""TB"traffic  



Democratize TCGA science: lower entry barriers

“Oh, that’s interesting, maybe my code has

  found something here ... I wonder if this is seen


  in the Firehose version 2013_04_21 results, too?”

It’s like a free expert assistant / second opinion

Extremely low hanging fruit!



Spend weeks/months obtaining protected data credentials

At TCGA scale one might otherwise need to ...

Or hire more staff 
Or become a TCGA data guru, obtaining 

samples spread across many files

 Then more time, mastering the analytics

Complexity & volume preclude this approach for many individuals



Automated, High-Throughput Clinical Miner

  Firehose automatically mines entire suite of clinical params 
to identify statistically significant relationships with every 
TCGA datatype (e.g. SMGs) or aggregate (e.g. clusters)

The results, which e.g. include survival curves (when possible) 
for every TCGA disease, are posted openly on the Broad 

Since automation is “free,” these don’t have to be  
100% to establish potentially interesting signposts



Clinical Correlations vs Clusters

http://gdac.broadinstitute.org/runs/awg_prad__2014_03_14/reports/cancer/PRAD-TP/Correlate_Clinical_vs_Molecular_Subtypes/nozzle.html

PRAD awg run (D. Heiman)



Novel discoveries lurk in Firehose outputs

section 6). Kaplan–Meier survival analysis of this signature showed
statistically significant association with survival in all validation data
sets (Fig. 2d and Supplementary Methods, section 6).
Negative matrix factorization consensus clustering of miRNA

expression data identified three subtypes (Supplementary Fig. 6.5).
Notably, miRNA subtype 1 overlapped the mRNA proliferative sub-
type and miRNA subtype 2 overlapped the mRNA mesenchymal
subtype (Fig. 2d). Survival duration differed significantly between
miRNA subtypes: patients with miRNA subtype-1 tumours survived
significantly longer (Fig. 2e).

Pathways influencing disease
Several analyses integrated data from the 316 fully analysed cases to
identify biology that contributes to HGS-OvCa. Analysis of the fre-
quency with which known cancer-associated pathways harboured
one or more mutations, copy number changes or changes in gene
expression showed that the RB1 and PI3K/RAS pathways were
deregulated in 67% and 45% of cases, respectively (Fig. 3a and
SupplementaryMethods, section 8). A search for altered subnetworks
in a large protein–protein interaction network32 using HOTNET33

identified several known pathways (Supplementary Methods, section

9) including the NOTCH signalling pathway, which was altered in
23% of HGS-OvCa samples34 (Fig. 3b).
Published studies have shown that cells with mutated or methylated

BRCA1 or mutated BRCA2 have defective homologous recombination
and are highly responsive to PARP inhibitors35–38. Fig. 3c shows that 20%
of our studiedHGS-OvCa sampleshadgermline or somaticmutations in
BRCA1/2, that 11% lost BRCA1 expression through DNA hypermethy-
lation and that epigenetic silencing of BRCA1 was mutually exclusive of
BRCA1/2mutations (P5 4.43 1024, Fisher’s exact test). Univariate sur-
vival analysis of BRCA1/2 status (Fig. 3c) showed better overall survival
for BRCA1/2 mutated cases than BRCA1/2 wild-type cases. Notably,
epigenetically silenced BRCA1 cases had survival similar to BRCA1/2
wild-type HGS-OvCa tumours (respective median overall survivals of
41.5 and 41.9 months, P5 0.69, log-rank test; Supplementary Methods,
section 8, and Supplementary Fig. 8.13b). This suggests that BRCA1 is
inactivated bymutually exclusive genomic and epigenomicmechanisms
and that patient survival depends on the mechanism of inactivation.
Genomic alterations in other homologous recombination genes that
might render cells sensitive to PARP inhibitors39 discovered in this study
(Supplementary Methods, section 8, and Supplementary Fig. 8.12)
include amplification or mutation of EMSY (also known as C11orf30)
(8%), focal deletion or mutation of PTEN (7%), hypermethylation of
RAD51C (3%), mutation of ATM or ATR (2%), and mutation of
Fanconi anaemia genes (5%). Overall, homologous recombination
defects may be present in approximately half of all HGS-OvCa cases,
providing a rationale for clinical trials of PARP inhibitors targeting
tumours with these homologous-recombination-related aberrations.
Comparison between the complete set of BRCA inactivation events

and all recurrently altered copy number peaks revealed anunexpectedly
low frequency ofCCNE1 amplification in cases withBRCA inactivation
(8% of BRCA altered cases had CCNE1 amplification whereas 26% of
BRCA wild-type cases did; Q5 0.0048, adjusted for false-discovery
rate). As previously reported40, overall survival tended to be lower for
patients with CCNE1 amplification than for patients in all other cases
(P5 0.072, log-rank test; Supplementary Methods, section 8, and
Supplementary Fig. 8.14a). However, no survival disadvantage for
CCNE1-amplified cases (P5 0.24, log-rank test; Supplementary
Methods, section 8, and Supplementary Fig. 8.14b) was apparent when
looking only at BRCA wild-type cases, suggesting that the previously
reported CCNE1 survival difference can be explained by the higher
survival of BRCA-mutated cases.
Finally, we used a probabilistic graphical model (PARADIGM41) to

search for altered pathways in the US National Cancer Institute
Pathway Interaction Database42, and found that the FOXM1 tran-
scription factor network (Fig. 3d) is significantly altered in 87% of
cases (Supplementary Methods, section 10, and Supplementary Figs
10.1–10.3). FOXM1 and its proliferation-related target genes, AurB
(AURKB), CCNB1, BIRC5, CDC25 and PLK1, were consistently over-
expressed but not altered by DNA copy number changes, indicative of
transcriptional regulation.TP53 repressesFOXM1 afterDNAdamage43,
suggesting that the high rate of TP53 mutation in HGS-OvCa contri-
butes to FOXM1 overexpression. In other data sets, the FOXM1 path-
way is significantly activated in tumours relative to adjacent epithelial
tissue44–46 (SupplementaryMethods, section10, andSupplementaryFig.
10.4) and is associated with HGS-OvCa22 (Supplementary Methods,
section 10, and Supplementary Fig. 10.5).

Discussion
This TCGA study provides a large-scale integrative view of the aberra-
tions inHGS-OvCa.Overall, themutational spectrumwas surprisingly
simple. Mutations in TP53 predominated, occurring in at least 96% of
HGS-OvCa samples; and BRCA1 and BRCA2 were mutated in 22% of
tumours, owing to a combination of germline and somatic mutations.
Seven other significantly mutated genes were identified, but only in
2–6% of HGS-OvCa samples. By contrast, HGS-OvCa demonstrates a
remarkable degree of genomic disarray. The frequency of SCNAs

Nature nature10166.3d 10/6/11 15:35:33
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Figure 2 | Gene and miRNA expression patterns of molecular subtype and
outcome prediction in HGS-OvCa. a, Tumours from TCGA and ref. 25
separated into four clusters on the basis of gene expression. b, Using a training
data set, a prognostic gene signature was defined and applied to a test data set.
c, Kaplan–Meier analysis of four independent expression profile data sets,
comparing survival for predicted higher-risk patients versus lower-risk
patients. Univariate Cox P value for risk index included. d, Tumours separated
into three clusters on the basis of miRNA expression, overlapping with gene-
based clusters as indicated. D, differentiated; I, immunoreactive; M,
mesenchymal; P, proliferative (red bold indicates high degree of overlap).
e, Differences in patient survival among the three miRNA-based clusters.

RESEARCH ARTICLE

4 | N A T U R E | V O L 0 0 0 | 0 0 M O N T H 2 0 1 1

CNMF clustering of Ovarian miR  
expression yielded 3 subtypes

One of which correlated to 
significantly longer survivability

Integrated genomic analyses of ovarian carcinoma 
TCGA Network, Nature, 2011



What’s Next?



We’re not perfect, and we try hard to make good stuff 
!
!
!
!
!

Not always easy to navigate, assimilate, and query 

We now have time to make its volume & 
complexity even more accessible …

BUT WE MAKE A LOT

So, after having bred the beast 
And making it easier to robustly feed, at scale



Unified Home Dashboard

Clickable workflow DAG

Quickly browse to most  
important content



H. Arachchi & Team

API-Powered 
Firehose Browser



H. Arachchi & Team

API-Powered 
Firehose Browser

~1000 Reports 
Find Yours in 2 Clicks



H. Arachchi & Team

API-Powered 
Firehose Browser

Cohort
~1000 Reports 

Find Yours in 2 Clicks
DataType

Analysis



GDAC%Firehose%APIs

33

• 23%RESTful%apis%in%4%categories%(more%to%come)%
• Providing%both%bulk%and%fineGgrained%access%
• Interactive%docs%:%automatically%updated%as%API%evolves%
• Automatically%generated%language%bindings:%%Python,%R,%Matlab



Samples%mRNASeq%Example

34

• Filters%provide%access%to%data%of%interest%
• Cohort%(THCA,%PRAD,%etc.)%
• TCGA%barcode%(TCGAGBJGA2NA)%
• Sample%type%(NT,%NB,%TP)%
• Gene%(BRAF,%NRAS)%
• Protocol%(RSEM,%RPKM)%
• Expression%level%threshold%
!

• Obtain%bulk%or%fine%grained%data%
• Bulk:%obtain%the%entire%tumor%

primary%mRNASeq%file%for%THCA%
• Fine%grained:%Obtain%the%RSEM%

estimated%expression%level%of%BRAF%
for%THCA%participant%TCGAGBJGA2NA%
(example%displayed%here)%

!
• Retrieve%results%in%JSON,%TSV,%or%CSV



35Jaegil Kim & David Heiman

THCA%Manuscript%Reproducibility

Generated in R + Python!
!

Data obtained!
from Firehose API!

!
MAF subset: retrieve only!

 needed columns!
!

Retrieve subset of mature miRNAs

*



35Jaegil Kim & David Heiman

THCA%Manuscript%Reproducibility

Generated in R + Python!
!

Data obtained!
from Firehose API!

!
MAF subset: retrieve only!

 needed columns!
!

Retrieve subset of mature miRNAs

Figure"from"main"text"(submitted,"see"Giordano"talk"9am"tomorrow)

*



Fin


